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Introduction



Classification Problems
• Given input:

• Predict the output (class label) 

• Binary classification: 

• Multi-class classification:

• Learn a classification function:

• Regression: 



Examples of Classification Problem
Text categorization:

Doc: Months of campaigning and weeks of round-
the-clock efforts in Iowa all came down to a final 
push Sunday, … Topic:

Politics

Sport



Examples of Classification Problem
Text categorization:

Input features :
Word frequency
{(campaigning, 1), (democrats, 2), (basketball, 0), …}

Class label: 
‘Politics’: 

‘Sport’: 

Doc: Months of campaigning and weeks of round-
the-clock efforts in Iowa all came down to a final 
push Sunday, … Topic:

Politics

Sport



Examples of Classification Problem

Image Classification:

Input features X
Color histogram
{(red, 1004), (red, 23000), …}

Class label y
Y = +1: ‘bird image’ 
Y = -1: ‘non-bird image’

Which images have birds, 
which one does not?



Examples of Classification Problem

Image Classification:

Input features 
Color histogram
{(red, 1004), (blue, 23000), …}

Class label 
‘bird image’: 
‘non-bird image’:

Which images are birds, 
which are not?



Supervised Learning

•Training examples:

• Identical independent distribution (i.i.d) 
assumption
•A critical assumption for machine learning theory



Background
There are three methods to establish a classifier

a) Model a classification rule directly
Examples: k-NN, decision trees, perceptron, SVM 

b) Model the probability of class memberships given input 
data
Example: perceptron with the cross-entropy cost

c) Make a probabilistic model of data within each class
Examples: naive Bayes, model based classifiers

a) and b) are examples of discriminative classification

c) is an example of generative classification

b) and c) are both examples of probabilistic classification



Probability Basics
• Prior, conditional and joint probability for random variables

– Prior probability: 
– Conditional probability: 
– Joint probability: 
– Relationship:
– Independence: 

• Bayesian Rule
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Naïve Bayes



Naïve Bayes
• Bayes classification

Difficulty: learning the joint probability                     is infeasible!              

• Naïve Bayes classification
– Assume all input features are class conditionally independent!

– Apply the MAP classification rule: assign                            to c* if
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Naïve Bayes
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Example
• Example: Play Tennis



Example
• Learning Phase

Outlook Play=Yes Play=No
Sunny 2/9 3/5

Overcast 4/9 0/5
Rain 3/9 2/5

Temperature Play=Yes Play=No
Hot 2/9 2/5
Mild 4/9 2/5
Cool 3/9 1/5

Humidity Play=Yes Play=No
High 3/9 4/5

Normal 6/9 1/5

Wind Play=Yes Play=No
Strong 3/9 3/5
Weak 6/9 2/5

P(Play=Yes) = 9/14 P(Play=No) = 5/14



Example
• Test Phase

– Given a new instance, predict its label
x’=(Outlook=Sunny, Temperature=Cool, Humidity=High, Wind=Strong)

– Look up tables achieved in the learning phrase

– Decision making

P(Outlook=Sunny|Play=No) = 3/5

P(Temperature=Cool|Play==No) = 1/5

P(Huminity=High|Play=No) = 4/5

P(Wind=Strong|Play=No) = 3/5

P(Play=No) = 5/14

P(Outlook=Sunny|Play=Yes) = 2/9

P(Temperature=Cool|Play=Yes) = 3/9

P(Huminity=High|Play=Yes) = 3/9

P(Wind=Strong|Play=Yes) = 3/9

P(Play=Yes) = 9/14

P(Yes|x’) ≈ [P(Sunny|Yes)P(Cool|Yes)P(High|Yes)P(Strong|Yes)]P(Play=Yes) = 

0.0053

P(No|x’) ≈ [P(Sunny|No) P(Cool|No)P(High|No)P(Strong|No)]P(Play=No) = 

0.0206

Given the fact P(Yes|x’) < P(No|x’), we label x’ to be “No”.



Naïve Bayes 
• Extension: Continuous-valued Features 

– Temperature is naturally of continuous value.
Yes: 25.2, 19.3, 18.5, 21.7, 20.1, 24.3, 22.8, 23.1, 19.8
No: 27.3, 30.1, 17.4, 29.5, 15.1

– Estimate mean and variance for each class

– Learning Phase: output two Gaussian models for P(temp|C)
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k Nearest Neighbour
(kNN)



K Nearest Neighbour (kNN) Classifier 

(k=1)



K Nearest Neighbour (kNN) Classifier 

(k=1) (k=4) 

How many neighbors should we count ?



K Nearest Neighbour (kNN) Classifier 

• K acts as a smother



K-Nearest-Neighbours for 
Classification (1)
Given a data set with Nk data points from class Ck and 

,  we have

and correspondingly

Since                       , Bayes’ theorem gives



K-Nearest-Neighbours for 
Classification (2)

K = 1K = 3



Weighted kNN
•Weight the contribution of each close neighbor based 
on their distances
•Weight function

•Prediction



When to Consider Nearest Neighbor ?

•Lots of training data
•Less than 20 attributes per example
•nearest neighbor easily mislead when high dimensional X

•Advantages:
•Training is very fast
•Learn complex target functions
•Don’t lose information

•Disadvantages:
•Slow at query time
•Easily fooled by irrelevant attributes



Decision Trees



Decision Tree Models: Why?

• Relatively fast compared to other classification 
models

• Obtain similar and sometimes better accuracy 
compared to other models

• Simple and easy to understand
• Can be converted into simple and easy to 

understand classification rules



A Decision Tree

Age < 25

Car Type in {sports}

High

High Low



Decision Tree Classification

A decision tree is created in two phases:
Tree Building Phase

Repeatedly partition the training data until all the examples 
in each partition belong to one class or the partition is 
sufficiently small

Tree Pruning Phase 
Remove dependency on statistical noise or variation that may 
be particular only to the training set



Tree Building Phase
General tree-growth algorithm (binary tree)
Partition(Data S)

If (all points in S are of the same class) then return;
for each attribute A do

evaluate splits on attribute A;
Use best split to partition S into S1 and S2;
Partition(S1);
Partition(S2);



Tree Building Phase (cont.)

• The form of the split depends on the type of the 
attribute

• Splits for numeric attributes are of the form
A £ v, where v is a real number

• Splits for categorical attributes are of the form 
A Î S’, where S’ is a subset of all possible values 
of A



Splitting Index

• Alternative splits for an attribute are compared 
using a splitting index

• Examples of splitting index:
• Entropy ( entropy(T) = - Spj x log2(pj) )
• Gini Index ( gini(T) = 1 - Spj

2 )

(pj is the relative frequency of class j in T)



The Best Split

• Suppose the splitting index is I(), and a  split 
partitions S into S1 and S2

• The best split is the split that maximizes the 
following value:

I(S) - |S1|/|S| x I(S1) + |S2|/|S| x I(S2)



Random Forest

Generation of many versions of tree 
Randomization of feature and sample 
selection for reducing casuality of tree 
definition



Support Vector Machines



Linear Classifiers
f x

a

yest

denotes +1
denotes -1

f(x,w,b) = sign(w x + b)

How would you 
classify this data?

w
x + b=0

w x + b<0

w x + b>0



Linear Classifiers
f x

a

yest

denotes +1
denotes -1

f(x,w,b) = sign(w x + b)

How would you 
classify this data?



Linear Classifiers
f x

a

yest

denotes +1
denotes -1

f(x,w,b) = sign(w x + b)

Any of these 
would be fine..

..but which is 
best?



Linear Classifiers
f x

a

yest

denotes +1
denotes -1

f(x,w,b) = sign(w x + b)

How would you 
classify this data?

Misclassified
to +1 class



Classifier Margin
f x

a

yest

denotes +1
denotes -1

f(x,w,b) = sign(w x + b)

Define the margin
of a linear 
classifier as the 
width that the 
boundary could 
be increased by 
before hitting a 
datapoint.

Classifier Margin
f x

a

yest

denotes +1
denotes -1

f(x,w,b) = sign(w x + b)

Define the margin
of a linear 
classifier as the 
width that the 
boundary could 
be increased by 
before hitting a 
datapoint.



Maximum Margin
f x

a

yest

denotes +1
denotes -1

f(x,w,b) = sign(w x + b)

The maximum 
margin linear 
classifier is the 
linear classifier 
with the 
maximum margin.
This is the 
simplest kind of 
SVM (Called an 
LSVM)

Linear SVM

Support Vectors 
are those 
datapoints that 
the margin 
pushes up 
against

1. Maximizing the margin is good 
2. Implies that only support vectors 

are important; other training 
examples are ignorable.

3. Empirically it works very very well.



The Optimization Problem Solution
n The solution has the form:

n Each non-zero αi indicates that corresponding xi is a 
support vector.

n Then the classifying function will have the form:

n Notice that it relies on an inner product between the 
test point x and the support vectors xi – we will return to 
this later.

n Also keep in mind that solving the optimization problem 
involved computing the inner products xiTxj between all 
pairs of training points.

w =Σαiyixi             b= yk- wTxk for any xk such that αk¹ 0

f(x) = Σαiyixi
Tx + b



Linear SVMs:  Overview
n The classifier is a separating hyperplane.
n Most “important” training points are support vectors; they 

define the hyperplane.
n Quadratic optimization algorithms can identify which training 

points xi are support vectors with non-zero Lagrangian
multipliers αi. 

n Both in the dual formulation of the problem and in the 
solution training points appear only inside dot products:

Find α1…αN such that
Q(α) =Σαi - ½ΣΣαiαjyiyjxi

Txj is maximized and 
(1)  Σαiyi= 0
(2)  0 ≤ αi≤ C for all αi

f(x) = Σαiyixi
Tx + b



Non-linear SVMs
n Datasets that are linearly separable with some noise 

work out great:

n But what are we going to do if the dataset is just too 
hard? 

n How about… mapping data to a higher-dimensional 
space:

0 x

0 x

0 x

x2



Non-linear SVMs:  Feature spaces
n General idea:   the original input space can always be 

mapped to some higher-dimensional feature space 
where the training set is separable:

Φ:  x→ φ(x)



Properties of SVM
Flexibility in choosing a similarity function
Sparseness of solution when dealing with large data sets

- only support vectors are used to specify the separating hyperplane
Ability to handle large feature spaces

- complexity does not depend on the dimensionality of the feature 
space
Overfitting can be controlled by soft margin approach
Nice math property: a simple convex optimization problem which is 
guaranteed to converge to a single global solution

Feature Selection



SVM Applications

SVM has been used successfully in many 
real-world problems

- text (and hypertext) categorization

- image classification

- bioinformatics (Protein classification,   

Cancer classification)

- hand-written character recognition



Weakness of SVM
It is sensitive to noise

- A relatively small number of mislabeled examples can dramatically 
decrease the performance

It only considers two classes

- how to do multi-class classification with SVM?

- Answer: 

1) with output arity m, learn m SVM’s
SVM 1 learns “Output==1” vs “Output != 1”
SVM 2 learns “Output==2” vs “Output != 2”
:
SVM m learns “Output==m” vs “Output != m”

2)To predict the output for a new input, just predict with each SVM and find 
out which one puts the prediction the furthest into the positive region.



Evaluation



Model Evaluation and Selection
Evaluation metrics: How can we measure accuracy?  Other metrics to 
consider?
Use validation test set of class-labeled tuples instead of training set when 
assessing accuracy
Methods for estimating a classifier’s accuracy: 

Holdout method, random subsampling
Cross-validation
Bootstrap

Comparing classifiers:
Confidence intervals
Cost-benefit analysis and ROC Curves

50



Classifier Evaluation Metrics: Confusion Matrix

Actual class\Predicted 
class

buy_computer 
=  yes

buy_computer 
= no

Total

buy_computer = yes 6954 46 7000
buy_computer = no 412 2588 3000

Total 7366 2634 10000

Givenm classes, an entry, CMi,j in a confusion matrix indicates # of 
tuples in class i that were labeled by the classifier as class j
May have extra rows/columns to provide totals

Confusion Matrix:
Actual class\Predicted class C1 ¬ C1

C1 True Positives (TP) False Negatives (FN)
¬ C1 False Positives (FP) True Negatives (TN)

Example of Confusion Matrix:



Classifier Evaluation Metrics: Accuracy, Error 
Rate, Sensitivity and Specificity

Classifier Accuracy, or recognition 
rate: percentage of test set tuples 
that are correctly classified

Accuracy = (TP + TN)/All

Error rate: 1 – accuracy, or
Error rate = (FP + FN)/All

n Class Imbalance Problem: 
n One class may be rare, e.g. 

fraud, or HIV-positive
n Significant majority of the 

negative class and minority 
of the positive class

n Sensitivity: True Positive 
recognition rate

n Sensitivity = TP/P
n Specificity: True Negative 

recognition rate
n Specificity = TN/N

A\P C ¬C
C TP FN P

¬C FP TN N
P’ N’ All
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Classifier Evaluation Metrics: 
Precision and Recall, and F-measures

53

Precision: exactness – what % of tuples that the classifier labeled as 
positive are actually positive

Recall: completeness – what % of positive tuples did the classifier label 
as positive?
Perfect score is 1.0
Inverse relationship between precision & recall
Fmeasure (F1 or F-score): harmonic mean of precision and recall,

Fß:  weighted measure of precision and recall
assigns ß times as much weight to recall as to precision



Classifier Evaluation Metrics: 
Example

54

Precision = 90/230 = 39.13%             Recall = 90/300 = 30.00%

Actual Class\Predicted class cancer = yes cancer = 
no

Total Recognition(%)

cancer = yes 90 210 300 30.00 (sensitivity
cancer = no 140 9560 9700 98.56 

(specificity)
Total 230 9770 10000 96.40 (accuracy)



Evaluating Classifier Accuracy:
Holdout & Cross-Validation Methods

Holdout method
Given data is randomly partitioned into two independent sets

Training set (e.g., 2/3) for model construction
Test set (e.g., 1/3) for accuracy estimation

Random sampling: a variation of holdout
Repeat holdout k times, accuracy = avg. of the accuracies obtained

Cross-validation (k-fold, where k = 10 is most popular)
Randomly partition the data into k mutually exclusive subsets, each 
approximately equal size
At i-th iteration, use Di as test set and others as training set
Leave-one-out: k folds where k = # of tuples, for small sized data
*Stratified cross-validation*: folds are stratified so that class dist. in 
each fold is approx. the same as that in the initial data

55



Evaluating Classifier Accuracy: Bootstrap
Bootstrap

Works well with small data sets
Samples the given training tuples uniformly with replacement

i.e., each time a tuple is selected, it is equally likely to be selected again 
and re-added to the training set

Several bootstrap methods, and a common one is .632 boostrap
A data set with d tuples is sampled d times, with replacement, resulting in a 
training set of d samples.  The data tuples that did not make it into the 
training set end up forming the test set.  About 63.2% of the original data 
end up in the bootstrap, and the remaining 36.8% form the test set 
(since (1 – 1/d)d ≈ e-1 = 0.368)
Repeat the sampling procedure k times, overall accuracy of the model:

56



Model Selection: ROC Curves

ROC (Receiver Operating Characteristics) 
curves: for visual comparison of 
classification models

Originated from signal detection theory
Shows the trade-off between the true 

positive rate and the false positive rate
The area under the ROC curve is a measure of 

the accuracy of the model
Rank the test tuples in decreasing order: the 

one that is most likely to belong to the 
positive class appears at the top of the list

The closer to the diagonal line (i.e., the closer 
the area is to 0.5), the less accurate is the 
model

n Vertical axis represents the 
true positive rate

n Horizontal axis represents 
the false positive rate

n The plot also shows a 
diagonal line

n A model with perfect 
accuracy will have area = 1
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Neural Networks and 
Deep Learning



Some questions

1. What are neural networks?
2. What exactly is deep learning ? 
3. How does it work and why now?
4. Why is it generally better than other methods on 

image, speech and certain other types of data? 



What are Neural Networks?
Models of the brain and nervous system
Highly parallel

Process information much more like the brain than a 
serial computer

Learning

Very simple principles
Very complex behaviours

Applications
As powerful problem solvers
As biological models



Artificial Neural Networks (ANNs)
ANNs incorporate the two fundamental 
components of biological neural nets:

1. Neurones (nodes)

2. Synapses 
(weights)



Neurone vs. Node



Structure of a node:

Squashing function limits node output:



Synapse vs. weight



Feed-forward nets

Information flow is unidirectional
Data is presented to Input layer

Passed on to Hidden Layer

Passed on to Output layer

Information is distributed

Information processing is parallel

Internal representation (interpretation) of 
data



Feeding data through the net:

(1 ´ 0.25) + (0.5 ´ (-1.5)) = 0.25 
+ (-0.75)   =  - 0.5

0.3775
1
1

5.0
=

+ e
Squashing:



Data processing
Data is presented to the network in the form of activations in the input layer

Examples
Pixel intensity (for pictures)
Molecule concentrations (for artificial nose)
Share prices (for stock market prediction)

Data usually requires preprocessing
Analogous to senses in biology

How to represent more abstract data, e.g. a name?
Choose a pattern, e.g.

0-0-1 for “Chris”
0-1-0 for “Becky”



Weight settings determine the behaviour of 
a network

à How can we find the right weights?



Training – Backpropagation

A Learning Phase

Backpropagation
Requires training set (input / output pairs)
Starts with small random weights
Error is used to adjust weights (supervised learning)
à Gradient descent on error landscape





Advantages
It works!
Relatively fast

Downsides
Requires a training set
Can be slow
Probably not biologically realistic

Alternatives to Backpropagation
Hebbian learning

Not successful in feed-forward nets

Reinforcement learning
Only limited success

Artificial evolution
More general, but can be even slower than backprop



Example: Voice Recognition

Task: Learn to discriminate between two 
different voices saying “Hello”

Data 
Sources

Voice 1
Voice 2

Format
Frequency distribution (60 bins)
Analogy: cochlea



Network architecture
Feed forward network

60 input (one for each frequency bin)
6 hidden
2 output (0-1 for “Steve”, 1-0 for “David”)



Presenting the data
Steve

David



Presenting the data (untrained network)
Steve

David

0.43

0.26

0.73

0.55



Calculate error
Steve

David

0.43 – 0 = 0.43

0.26 –1 = 0.74

0.73 – 1 = 0.27

0.55 – 0 = 0.55



Backprop error and adjust 
weights
Steve

David

0.43 – 0 = 0.43

0.26 – 1 = 0.74

0.73 – 1 = 0.27

0.55 – 0 = 0.55

1.17

0.82



Repeat process (sweep) for all training 
pairs

Present data
Calculate error
Backpropagate error
Adjust weights

Repeat process multiple times



Presenting the data (trained network)
Steve

David

0.01

0.99

0.99

0.01



Node details

Inputs Weights

Output

Bias
1

3p

2p

1p

f a
3w

2w

1w

( ) ( )å +=+++= bwpfbwpwpwpfa ii332211



General Schema



Activation functions

The activation function is 
generally non-linear. 
Linear functions are 
limited because the output 
is simply proportional to 
the input.



Some other points

If f(x) is non-linear, a network with 1 hidden layer can, in 
theory, learn perfectly any classification problem. 
A set of weights exists that can produce the targets from 
the inputs. 
The problem is finding them.



Feature 
detectors



What does this unit detect? 

…

1

63

1                5                10                 15                20                25 …

strong +ve weight

low/zero weight

it will send strong signal for a horizontal
line in the top row, ignoring everywhere else 



What does this unit detect? 

…

1

63

1                5                10                 15                20                25 …

strong +ve weight

low/zero weight

Strong signal for a dark area in the top left
corner 



What features might you expect a good NN
to learn, when trained with data like this?



63

1

vertical lines



63

1

Horizontal lines



63

1

Small circles



63

1

Small circles

But what about position invariance  ???
our example unit detectors were tied to 
specific parts of the image  



successive layers can learn higher-level 
features …

etc …detect lines in
Specific positions

v

Higher level detectors
( horizontal line, 
“RHS vertical lune”
“upper loop”, etc…

etc …



successive layers can learn higher-level 
features …

etc …detect lines in
Specific positions

v

Higher level detetors
( horizontal line, 
“RHS vertical lune”
“upper loop”, etc…

etc …

What does this unit detect?



So: multiple layers make 
sense



Deep Learning
So, 1. what exactly is deep learning ? 

And, 2. why is it generally better than other methods on image, speech and 
certain other types of data? 

The short answers
1.   ‘Deep Learning’ means using a neural network

with several layers of nodes between input and output

2.   the series of layers between input & output do

feature identification and processing in a series of stages, 
just as our brains seem to.



hmmm… OK, but: 
multilayer neural networks have been around for

25 years.  What’s actually new?

we have always had good algorithms for learning the
weights in networks with 1 hidden layer

but these algorithms are not good at learning the weights for
networks with more hidden layers 

what’s new is:   algorithms for training many-later networks



But, until very recently, our  weight-
learning algorithms simply did not 
work on multi-layer architectures



The new way to train multi-layer 
NNs…



The new way to train multi-layer 
NNs…

Train this layer first

then this layer

then this layer



The new way to train multi-layer 
NNs…

EACH of the (non-output) layers is trained 

to be an auto-encoder
Basically, it is forced to learn good 
features that describe what comes from 
the previous layer



an auto-encoder is trained, with an absolutely standard 
weight-adjustment algorithm  to reproduce the input



an auto-encoder is trained, with an absolutely standard 
weight-adjustment algorithm  to reproduce the input

By making this happen with (many) fewer units than the 
inputs, this forces the ‘hidden layer’ units to become good 

feature detectors



Auto-Encoders
A type of unsupervised learning which tries to discover generic 
features of the data

Learn identity function by learning important sub-features (not by just 
passing through data)
Compression, etc.
Can use just new features in the new training set or concatenate both



Ackowledgements and References
Materials inspired from books, examples and content by R. Jin, A. 
Moore, M. Tan, T. Reil



Convolutional NN



Recurrent NN



Motivation

Feed forward networks accept a fixed-sized vector as input and 
produce a fixed-sized vector as output

fixed amount of computational steps

recurrent nets allow us to operate over sequences of vectors
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RNN Architecture

Output

DelayHidden Units

Inputs

!(#)

%(#)

%(# − 1)

o(#)

()*+ℎ#% -
()*+ℎ#% .

()*+ℎ#% /
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Libraries



Why a DL Library is Necessary?
Complicated DL architectures

Easily build big computational graphs
Easily compute gradients



Why a DL Library is Necessary?
Run it all efficiently on GPU



Popular Deep Learning Libraries
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