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(Social) Bot = algorithmically driven entity that behaves like a human
in online communications

Bot detection

Account

Bot

Twitter and
tweets

Human

Labels
Network activity
Tweets
Accounts

???

Network
structure

https://botometer.iuni.iu.edu

Sentiment

Network (‡)

Timing

User meta-data

Friends (†)
Content

Random
Forest
classifier
Varol, O., Ferrara, E., Davis, C. A., Menczer, F., & Flammini, A. (2017, May).
Online human-bot interactions: Detection, estimation, and characterization.
In Eleventh international AAAI conference on web and social media.

Table 1: List of 1150 features extracted by our framework.

Screen name length
(***) Happiness scores of aggregated tweets
Number of digits in screen name
(***) Valence scores of aggregated tweets
User name length
(***) Arousal scores of aggregated tweets
Time offset (sec.)
(***) Dominance scores of single tweets
Default profile (binary)
(*) Happiness score of single tweets
Default picture (binary)
(*) Valence score of single tweets
Account age (days)
(*) Arousal score of single tweets
Number of unique profile descriptions
(*) Dominance score of single tweets
(*) Profile description lengths
(*) Polarization score of single tweets
(*) Number of friends distribution
(*) Entropy of polarization scores of single tweets
(*) Number of followers distribution
(*) Positive emoticons entropy of single tweets
(*) Number of favorites distribution
(*) Negative emoticons entropy of single tweets
Number of friends (signal-noise ratio and rel. change)
(*) Emoticons entropy of single tweets
Number of followers (signal-noise ratio and rel. change)
(*) Positive and negative score ratio of single tweets
Number of favorites (signal-noise ratio and rel. change)
(*) Number of positive emoticons in single tweets
Number of tweets (per hour and total)
(*) Number of negative emoticons in single tweets
Number of retweets (per hour and total)
(*) Total number of emoticons in single tweets
Number of mentions (per hour and total)
Ratio of tweets that contain emoticons
Number of replies (per hour and total)
Number of retweeted (per hour and total)
Number of distinct languages
Number of nodes
Entropy of language use
Number of edges (also for reciprocal)
(*) Account age distribution
(*) Strength distribution
(*) Time offset distribution
(*) In-strength distribution
(*) Number of friends distribution
(*) Out-strength distribution
(*) Number of followers distribution
Network density (also for reciprocal)
(*) Number of tweets distribution
(*) Clustering coeff. (also for reciprocal)
(*) Description length distribution
Fraction of users with default profile and default picture
(*,**) Frequency of POS tags in a tweet
(*) Time between two consecutive tweets
(*,**) Proportion of POS tags in a tweet
(*) Time between two consecutive retweets
(*) Number of words in a tweet
(*) Time between two consecutive mentions
(*) Entropy of words in a tweet
†
We consider four types of connected users: retweeting, mentioning, retweeted, and mentioned.
‡
We consider three types of network: retweet, mention, and hashtag co-occurrence networks.
*
Distribution types. For each distribution, the following eight statistics are computed and used as individual features: min, max, median, mean, std. deviation, skewness, kurtosis, and entropy.
**
Part-Of-Speech (POS) tag. There are nine POS tags: verbs, nuns, adjectives, modal auxiliaries, pre-determiners,
interjections, adverbs, wh-, and pronouns.
***
For each feature, we compute mean and std. deviation of the weighted average across words in the lexicon.

Do bots cause harm?

Harm = occurs when someone suﬀers an injury or a damage

Abuse = an action by the bot that satisfies some condition of
inappropriateness

Empirical study shows: bots may cause harm to humans
What
else can
they do?

When abuse happens
What else can
vc
Disclose
rS
me
sto
Cu
,
rce
me
eCom
sensitive facts
go wrong?
AASlang
Examples

What bots do

1

Talk with user
Chat
Redirect user

Boo
s

SM

Ss
ex

Post

tJui
c

e

a

m
Pu

o
Ore

Tay
MS
Write post

Denigrate

DeathThreat

o
Geic

Da
t

ing

SethRich

Sp

am

Action

W
Like message
Endorse

Follow user

Instag
res

Pola

ise

rBo

Sh

Trump, Colluding

Be grossly 3
offensive
Be indecent 4
or obscene

Comment post
Forward post

10

ib

e

Bots

Iva

Regulated
by law

2

Be threatening

Make false 6
allegations

na
Abuse

Deceive

t

Spam
Spread
misinformation

Not regulated

Mimic interest

Participate

Create user

, Jason
InstaClone

Slotkin6

Clone profile
Invade space

F. Daniel, C. Cappiello, B. Benatallah. Bots Acting Like Humans: Understanding and Preventing Harm. IEEE Internet Computing,
2019, accepted for publication. https://ieeexplore.ieee.org/document/8611348

Detection of harmful social bots
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How do we
identify and
classify bots
according to the
harm they may
cause?

What has been done so far?
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Lorenzo Cannone, Matteo Di Pierro. Detection and Classification of Harmful Bots in Human-Bot Interactions on Twitter.
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Lorenzo Cannone, Matteo Di Pierro. Detection and Classification of Harmful Bots in Human-Bot Interactions on Twitter.
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Fake-Follower
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Lorenzo Cannone, Matteo Di Pierro. Detection and Classification of Harmful Bots in Human-Bot Interactions on Twitter.
MSc Thesis, Politecnico di Milano, December 2018.

Thesis ingredients

Creation of
datasets
Multi-class ensemble classifier

Feature selection and engineering
Can we add more types of harm?
How to train classes as users use BotBuster?

Web app

Figure 7.3: Client - Server architecture

Inception neural network. Users with less than 10 tweets, or less than 10

Identification of harmful communication patterns

Bot code repositories

GitHub

Which potential harms can we identify
inside the code of the bots?

Code files
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What else can we
learn from the code of
bots? Is it possible to
trace back from
messages to code?
Andrea Millimaggi and Florian Daniel. On Social
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Patterns on GitHub. Submitted for publication to
ICWE 2019, under review.
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Typical data science steps
Domain understanding
Data collection
Manual inspection of data
Hypotheses formulation
Feature engineering, data labeling
Algorithm engineering (from AI/machine learning
to statistics)
Online tool

Validation and hypotheses verification

Lots of open questions
Some preliminary results, but no conclusive answers
>> there is room for work!
Questions:
Which types of harm by bots are we able to detect? How?
How do we create a dataset of fake news?
Can we reliably classify news?
What eﬀects do fake news actually have on users?
…
As soon as you identify how to detect bots and/or fake news, they
adapt >> ongoing research problem
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